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� Deep Reinforcement Learning for Drug Recommendations

� Graph-based Methods for Drug Recommendations along      

with Explanations

� Predicting Optimal dosing of a Drug (DEMO)

Outline



Reinforcement Learning Methods 
for Personalized Health

Published work

1. Deep Reinforcement learning for Medicine Recommendation 
(Symeonidis et al., IEEE BIBE 2022)

2. Mortality Prediction and Safe Drug Recommendation for Critically-ill Patients
(Symeonidis et al., IEEE BIBE 2022)



Problem Definition 
vCan we use lab tests, health interventions, and the medicines of a 

of a patient to make predictions about her health?

vCan we use Reinforcement learning to provide drug combinations
to Medical Doctors for their patients?

vCan we minimize the unwanted side effects among the drugs of a 
recommended treatment to have less toxicity?

vCan we maximize the synergistic effect of drugs for faster or more 
effective patient's recovery?



Main Components of Reinforcement Learning

• S: set of states 
• A: set of actions
• T: S×A → S′ transition probability function from state S to a new state S′ 

after taking an action.
• R: S × A → ℝ reward function for any possible{state, action} pair.
• π: S → A: policy π function which depicts the action to take when you are in 

a particular state



Exploration vs. Exploitation

Exploitation Exploration

• After a repetitive process of "trial and error", the Agent learns the 
environment it interacts with.

• The selection of the optimal action in a state is known as Exploitation.

Τrade-off 

off-policy 
algorithms
e.g.. Q-learning

on-policy algorithms
e.g., SARSA

• Reinforcement learning is in the middle of supervised (e.g. classification) 
and unsupervised (e.g. clustering) learning.



Related work in optimal choice of medication

GAMENet: Graph augmented memory networks for 
recommending medication combination (Shang et al., AAAI 2019)

• Combines Drug Drug Interaction  (DDI) knowledge with Electronic 
Health Records (EHR) graph using a GCN

• COMPNet: Order free Medicine Prediction with Graph 
Convolutional Reinforcement Learning (Wang et al., CIKM 2019).

• Combines CNN (Convolutional), RGCN (Relational Graph) and 
DQN (Deep Q-Learning) Neural Networks.



• Effectiveness: Provide Accurate Medicine Combinations
• Safety: Reduce the unwanted drug side effects for less toxicity
• Fast recovery: increase the synergistic action of drugs

Our Motivation 



Our proposed Method
Advantage Actor Critic (A2C)

We adopt A2C, which consists of 2
neural nets:
1. gradient policy π function (actor),
2. the state value function (critic)

A2C combines the advantages of both
off-policy RL methods, which are
value-based, and on-policy methods,
which directly optimize the current
policy.



The Advantage Function and the State Value

• The Advantage function computes the benefit between 
the rewards we get

!(#, %) = ((#, %) − *(#) 
where V(s) is the value state function. 

• Alternatively, we may use R  instead Q(s, a), which holds 
the accumulated future rewards as follows:

𝐴(𝑠, 𝑎) = 𝑅 − 𝑉(𝑠)
where 𝑅 = 𝑚𝑎𝑥 ∑!"#$ 𝛾! ⋅ 𝑟!

State Value 



Gradient Policy function of A2C Algorithm

• The "gradient policy function" tries to directly train the intelligent 
agent's policy π (the action that the agent chooses at any given time):

𝐿(𝜃) = 𝔼![𝜋"(𝑎 ∣ 𝑠) ⋅ 𝐴(𝑠, 𝑎)]

where 𝜋"(𝑎 ∣ 𝑠) is the probability distribution 
of policy π based on event θ for selecting 
action α when we are on state s, 
and A(s, a) is the Advantage function

Gradient Policy Loss



Advantage Actor Critic (A2C) algorithm

• A2C computes for a state s 

• the loss function of the state value V(s) and

• the loss function of the gradient policy π, 

(actor) Gradient Policy Loss: 𝐿% = −log(𝜋(𝑎! ∣ 𝑠!; 𝜃)) ⋅ 𝐴(𝑠!, 𝑎!; 𝜃, 𝜃&) − 𝛽 ⋅ 𝐻(𝜋(𝑠!; 𝜃))

𝐻(𝜋(𝑠!; 𝜃) is the 
entropy for policy π

and controls how 
much our model will
explore or exploit!(criFc) State Value Loss: 𝐿& = ∑(𝑅! − 𝑉(𝑠!; 𝜃&))'

and propagates them to the 2 neural nets.



The Update Rules of Α2C

• The update rules for parameters θ and θv of actor and 
critic respectively are as follows:

𝜃𝑣 ← 𝜃𝑣 + ∇!! ⋅ 𝐿𝑣
and

Value of state loss:

(actor) 𝜃 ← 𝜃 + ∇! ⋅ 𝐿"Gradient Policy's loss:

(criFc)



MIMIC III sub set
• # patients 3,287
• # treatments     55,871
• # diagnoses          56 
• #medicines 218
• # patient-drug interactions  350,026
• # Drug-Drug synergistic effect. 570

Cancer data set

• # patients 5,847
• # treatments 13,732
• # diagnoses 1,954
• # medicines 138
• # patient-drug interactions 122,482
• # Drug-Drug side effects  460

Data sets 

• Data De-identification and Anonymization
• Critical data are removed and shifted chronologically

Input data :      (i) patient clinical status (ii) lab tests (iii) health interventions 
(iv) Medicines (v) unwanted drug-drug interactions (vi) synergistic drug effects



MIMIC III Data set
● Beth Israel Deaconess Medical 

Center in Boston, Massachusetts

● 38,597 distinct adult patients

● 4,579 charted observations 
(’chartevents’) 

● 380 laboratory measurements 
(’labevents & inputevents’)

● Demographic, 
Procedures/Interventions, 
Medications

● Patient follow-up after discharge

● 44 GB of medical data!

Johnson, Alistair EW, et al. "MIMIC-III, a freely accessible critical care database." Scientific data 3.1 (2016): 1-9.



Evalutation Protocol:  Precision vs. Recall
• Precision is the fraction of relevant drugs out of all 

predicted drugs 

• Recall is the fraction of relevant drugs out of all 
prescribed  drugs from the doctors 

Since we should correctly identify all those drugs that were 
prescribed by the doctor, recall should be considered as more 
important metric than precision.

False negatives are the drugs 
which were relevant but were 
not predicted as being so

False positive are drugs 
which were predicted as relevant 
but the patient does not need them



Evalutation Protocol: Drug-Drug unwanted side effects Rate

𝐷𝐷𝐼 𝑟𝑎𝑡𝑒 =
1
𝑚
@

(

)
𝑐* 𝑐+ ∈ 𝑌(& 𝑐* 𝑐+ ∈ 𝒜,,(

∑*,+ 1

DDI change % = 

Top-10 most common 
unwanted side effects

('arterial_pressure_decreased', 
28568)

('anaemia', 27006)
('Difficulty_breathing', 26037)

('nausea', 25190)
('diarrhea', 23848)

('edema_extremities', 21981)
('body_temperat_increased', 21806)

('Hypoventilation', 21322)
('chest_pain', 21013)
('dizziness', 20204)



Reinforcement learning (RL) algorithms used in 
our experiments

Advantage-Actor Critic Reinforcement Learning (A2C)
[Mnih et al., 2016]

Double Deep Q-learning Network algorithm (DDQN)
[Hasselt, 2010]
DDQN is an improvement of DQN. DQN's problem is the overestimation of Q-values. DDQN
uses a second Q-table which is a copy of the original Q-table but only with the last values
computed per action-state pair. So old main trends cannot overburden new trends.



Comparison with other state-of-the-art methods

Collective Matrix Factorization (CMF)
[Singh et al., 2008]

Random Walk with Restart (RWR)
[Tong et al., 2006]



Electronic Health Records (EHR)
& Drug Drug Interactions (DDI)

(RWR) (CMF, A2C, DDQN) (HYBRID)



Q-learning
algorithm



Let us suppose that matrices X ∈ RI×J and Y ∈ RI×K have the first 
mode in common. The objective function for their joint 
factorization can be formulated as:

Collective Matrix Factorization (CMF)

where ||.|| denotes the Frobenius norm. The goal is to find the 
matrices U ∈ RI×R, V ∈ RJ×R and W ∈ RK×R that minimize the 
objective function. 

Note that U, i.e., the factor matrix extracted from the shared mode, 
is common in factorization of both X and Y.
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Example of DDQN's Recommended Medication combination

DDQN predicts successfully 
labetalol and digoxin for heart  

disease, but fails to predict 
any medication for 
hypothyroidism and 

depression. 

TABLE III: Example recommended medicines by algorithms against ground truth.

Patient Method Recommended Medication Combination

Diagnosis:
Ischemic heart disease

Pulm. embolism, Hypothyroidism
Depression, Morbid obesity, Valvular disease

DDQN sodium chloride, potassium chloride, linezolide, amikacin, labetalol, digoxin,
norepinephrine, aztreonam

IBCF sodium chloride, potassium chloride, dextrose, insulin, heparin, docusate sodium
UBCF heparin, insulin, sodium chloride, potassium chloride, docusate sodium

Groundtruth
Sodium chloride, D-glucose,Insulin, Calcium Gluconate, Acetaminophen,

Potassium chloride, Meperidine, Morphine Sulfate, Metoclopramide
Magnesium Sulfate’, Aspirin, Docusate sodium, oxycodon-acetaminophen, ranitidine

Fig. 4: Normalised mean score values given by the clinical
expert to the drug recommendations of each algorithm, in
terms of their meaningfulness and their safety.

pulmonary embolism, ischemic heart disease, valvular disease,
obesity, depression and hypothyroidism.

Regarding the patient’s diseases, DDQN predicts success-
fully labetalol and digoxin for cardiovascular disease, but fails
to predict any medication for hypothyroidism and depression.
On the other hand, it predicts the use of antibiotics (linezolid,
aztreonam and amikacin), which are commonly used for
ICU patients but they are not related with the associated
diagnosed diseases of the patient. For this specific patient,
DDQN recommends drugs by attaining 25% recall, when we
compare it with the ground truth medicines, which were picked
by the real doctors, as it is shown in the bottom of Table III.

Regarding the rest algorithms, IBCF and UBCF predict
insulin, which mainly is given for diabetes patients. Although,
this was not supported by the associated diagnosis, this patient
suffered from morbid obesity and he was actually treated
with insulin. Surprisingly, IBCF and UBCF suggested heparin
treatment, which is the main anticoagulation treatment of
pulmonary embolism in ICUs, However, heparin is missing
from suggested drugs in the ground truth in the bottom of
Table III.

In conclusion, DDQN seems to predict partially effective
drug combinations for the patient of our case study, but with
the cost of some drug side effects.

V. DISCUSSION AND CONCLUSION

In this paper, we proposed a reinforcement learning algo-
rithm with the goal to provide more accurate, effective and
safe drug recommendations and assist clinical decision making
in critically-ill patients with thrombosis. We also studied the
added value of medications on the prognosis of mortality.

As a future work, we plan to develop models that can pro-
vide also explanations along with the automated algorithmic
drug recommendations.

REFERENCES

[1] A. P. Bradley. The use of the area under the roc curve in the evaluation
of machine learning algorithms. Pattern recognition, 30(7):1145–1159,
1997.

[2] V. Danilatou, D. Antonakaki, C. Tzagkarakis, A. Kanterakis, V. Katos,
and T. Kostoulas. Automated mortality prediction in critically-ill
patients with thrombosis using machine learning. In 2020 IEEE 20th
International Conference on Bioinformatics and Bioengineering (BIBE),
pages 247–254. IEEE, 2020.

[3] A. E. Johnson, T. J. Pollard, L. Shen, L.-w. H. Lehman, M. Feng,
M. Ghassemi, B. Moody, P. Szolovits, L. Anthony Celi, and R. G.
Mark. Mimic-iii, a freely accessible critical care database. Scientific
data, 3(1):1–9, 2016.

[4] R. A. Miller and F. E. Masarie Jr. Quick medical reference (qmr): An
evolving, microcomputer-based diagnostic decision-support program for
general internal medicine. In Proceedings of the Annual Symposium on
Computer Application in Medical Care, page 947. American Medical
Informatics Association, 1989.

[5] R. A. Miller, M. A. McNeil, S. M. Challinor, F. E. Masarie Jr, and J. D.
Myers. The internist-1/quick medical reference project—status report.
Western Journal of Medicine, 145(6):816, 1986.

[6] R. L. Plackett. Karl pearson and the chi-squared test. International
Statistical Review/Revue Internationale de Statistique, pages 59–72,
1983.

[7] B. Sarwar, G. Karypis, J. Konstan, and J. Riedl. Item-based collaborative
filtering recommendation algorithms. In Proceedings of the 10th
International Conference on World Wide Web, WWW ’01, pages 285–
295, New York, NY, USA, 2001. ACM.

[8] J. Shang, C. Xiao, T. Ma, H. Li, and J. Sun. Gamenet: graph augmented
memory networks for recommending medication combination. In Pro-
ceedings of the AAAI Conference on Artificial Intelligence, volume 33,
pages 1126–1133, 2019.

[9] P. Symeonidis. User recommendations based on tensor dimensionality
reduction. In Ifip international conference on artificial intelligence
applications and innovations, pages 331–340. Springer, 2009.

[10] P. Symeonidis, A. Nanopoulos, A. N. Papadopoulos, and Y. Manolopou-
los. Collaborative filtering: Fallacies and insights in measuring similarity.
In B. Berendt, A. Hotho, D. Mladenic, & G. Semeraro (Chairs),
Proceedings of the 17th European Conference on Machine Learning and
10th European Conference on Principles and the Practice of Knowledge
Discovery in Databases Workshop on Web Mining, pages 56–67, 2006.

[11] M. Wang, M. Liu, J. Liu, S. Wang, G. Long, and B. Qian. Safe
medicine recommendation via medical knowledge graph embedding.
arXiv preprint arXiv:1710.05980, 2017.

[12] S. Wang, P. Ren, Z. Chen, Z. Ren, J. Ma, and M. de Rijke. Order-free
medicine combination prediction with graph convolutional reinforce-
ment. In Proceedings of the 28th ACM International Conference on
Information and Knowledge Management, pages 1623–1632, 2019.

[13] D. S. Wishart, Y. D. Feunang, A. C. Guo, E. J. Lo, A. Marcu, J. R.
Grant, T. Sajed, D. Johnson, C. Li, Z. Sayeeda, et al. Drugbank 5.0: a
major update to the drugbank database for 2018. Nucleic acids research,
46(D1):D1074–D1082, 2018.

[14] M. Zitnik, M. Agrawal, and J. Leskovec. Modeling polypharmacy side
effects with graph convolutional networks. Bioinformatics, 34(13):i457–
i466, 2018.

TABLE III: Example recommended medicines by algorithms against ground truth.

Patient Method Recommended Medication Combination

Diagnosis:
Ischemic heart disease

Pulm. embolism, Hypothyroidism
Depression, Morbid obesity, Valvular disease

DDQN sodium chloride, potassium chloride, linezolide, amikacin, labetalol, digoxin,
norepinephrine, aztreonam

IBCF sodium chloride, potassium chloride, dextrose, insulin, heparin, docusate sodium
UBCF heparin, insulin, sodium chloride, potassium chloride, docusate sodium

Groundtruth
Sodium chloride, D-glucose,Insulin, Calcium Gluconate, Acetaminophen,

Potassium chloride, Meperidine, Morphine Sulfate, Metoclopramide
Magnesium Sulfate’, Aspirin, Docusate sodium, oxycodon-acetaminophen, ranitidine

Fig. 4: Normalised mean score values given by the clinical
expert to the drug recommendations of each algorithm, in
terms of their meaningfulness and their safety.

pulmonary embolism, ischemic heart disease, valvular disease,
obesity, depression and hypothyroidism.

Regarding the patient’s diseases, DDQN predicts success-
fully labetalol and digoxin for cardiovascular disease, but fails
to predict any medication for hypothyroidism and depression.
On the other hand, it predicts the use of antibiotics (linezolid,
aztreonam and amikacin), which are commonly used for
ICU patients but they are not related with the associated
diagnosed diseases of the patient. For this specific patient,
DDQN recommends drugs by attaining 25% recall, when we
compare it with the ground truth medicines, which were picked
by the real doctors, as it is shown in the bottom of Table III.

Regarding the rest algorithms, IBCF and UBCF predict
insulin, which mainly is given for diabetes patients. Although,
this was not supported by the associated diagnosis, this patient
suffered from morbid obesity and he was actually treated
with insulin. Surprisingly, IBCF and UBCF suggested heparin
treatment, which is the main anticoagulation treatment of
pulmonary embolism in ICUs, However, heparin is missing
from suggested drugs in the ground truth in the bottom of
Table III.

In conclusion, DDQN seems to predict partially effective
drug combinations for the patient of our case study, but with
the cost of some drug side effects.

V. DISCUSSION AND CONCLUSION

In this paper, we proposed a reinforcement learning algo-
rithm with the goal to provide more accurate, effective and
safe drug recommendations and assist clinical decision making
in critically-ill patients with thrombosis. We also studied the
added value of medications on the prognosis of mortality.

As a future work, we plan to develop models that can pro-
vide also explanations along with the automated algorithmic
drug recommendations.

REFERENCES

[1] A. P. Bradley. The use of the area under the roc curve in the evaluation
of machine learning algorithms. Pattern recognition, 30(7):1145–1159,
1997.

[2] V. Danilatou, D. Antonakaki, C. Tzagkarakis, A. Kanterakis, V. Katos,
and T. Kostoulas. Automated mortality prediction in critically-ill
patients with thrombosis using machine learning. In 2020 IEEE 20th
International Conference on Bioinformatics and Bioengineering (BIBE),
pages 247–254. IEEE, 2020.

[3] A. E. Johnson, T. J. Pollard, L. Shen, L.-w. H. Lehman, M. Feng,
M. Ghassemi, B. Moody, P. Szolovits, L. Anthony Celi, and R. G.
Mark. Mimic-iii, a freely accessible critical care database. Scientific
data, 3(1):1–9, 2016.

[4] R. A. Miller and F. E. Masarie Jr. Quick medical reference (qmr): An
evolving, microcomputer-based diagnostic decision-support program for
general internal medicine. In Proceedings of the Annual Symposium on
Computer Application in Medical Care, page 947. American Medical
Informatics Association, 1989.

[5] R. A. Miller, M. A. McNeil, S. M. Challinor, F. E. Masarie Jr, and J. D.
Myers. The internist-1/quick medical reference project—status report.
Western Journal of Medicine, 145(6):816, 1986.

[6] R. L. Plackett. Karl pearson and the chi-squared test. International
Statistical Review/Revue Internationale de Statistique, pages 59–72,
1983.

[7] B. Sarwar, G. Karypis, J. Konstan, and J. Riedl. Item-based collaborative
filtering recommendation algorithms. In Proceedings of the 10th
International Conference on World Wide Web, WWW ’01, pages 285–
295, New York, NY, USA, 2001. ACM.

[8] J. Shang, C. Xiao, T. Ma, H. Li, and J. Sun. Gamenet: graph augmented
memory networks for recommending medication combination. In Pro-
ceedings of the AAAI Conference on Artificial Intelligence, volume 33,
pages 1126–1133, 2019.

[9] P. Symeonidis. User recommendations based on tensor dimensionality
reduction. In Ifip international conference on artificial intelligence
applications and innovations, pages 331–340. Springer, 2009.

[10] P. Symeonidis, A. Nanopoulos, A. N. Papadopoulos, and Y. Manolopou-
los. Collaborative filtering: Fallacies and insights in measuring similarity.
In B. Berendt, A. Hotho, D. Mladenic, & G. Semeraro (Chairs),
Proceedings of the 17th European Conference on Machine Learning and
10th European Conference on Principles and the Practice of Knowledge
Discovery in Databases Workshop on Web Mining, pages 56–67, 2006.

[11] M. Wang, M. Liu, J. Liu, S. Wang, G. Long, and B. Qian. Safe
medicine recommendation via medical knowledge graph embedding.
arXiv preprint arXiv:1710.05980, 2017.

[12] S. Wang, P. Ren, Z. Chen, Z. Ren, J. Ma, and M. de Rijke. Order-free
medicine combination prediction with graph convolutional reinforce-
ment. In Proceedings of the 28th ACM International Conference on
Information and Knowledge Management, pages 1623–1632, 2019.

[13] D. S. Wishart, Y. D. Feunang, A. C. Guo, E. J. Lo, A. Marcu, J. R.
Grant, T. Sajed, D. Johnson, C. Li, Z. Sayeeda, et al. Drugbank 5.0: a
major update to the drugbank database for 2018. Nucleic acids research,
46(D1):D1074–D1082, 2018.

[14] M. Zitnik, M. Agrawal, and J. Leskovec. Modeling polypharmacy side
effects with graph convolutional networks. Bioinformatics, 34(13):i457–
i466, 2018.

TABLE III: Example recommended medicines by algorithms against ground truth.

Patient Method Recommended Medication Combination

Diagnosis:
Ischemic heart disease

Pulm. embolism, Hypothyroidism
Depression, Morbid obesity, Valvular disease

DDQN sodium chloride, potassium chloride, linezolide, amikacin, labetalol, digoxin,
norepinephrine, aztreonam

IBCF sodium chloride, potassium chloride, dextrose, insulin, heparin, docusate sodium
UBCF heparin, insulin, sodium chloride, potassium chloride, docusate sodium

Groundtruth
Sodium chloride, D-glucose,Insulin, Calcium Gluconate, Acetaminophen,

Potassium chloride, Meperidine, Morphine Sulfate, Metoclopramide
Magnesium Sulfate’, Aspirin, Docusate sodium, oxycodon-acetaminophen, ranitidine

Fig. 4: Normalised mean score values given by the clinical
expert to the drug recommendations of each algorithm, in
terms of their meaningfulness and their safety.

pulmonary embolism, ischemic heart disease, valvular disease,
obesity, depression and hypothyroidism.

Regarding the patient’s diseases, DDQN predicts success-
fully labetalol and digoxin for cardiovascular disease, but fails
to predict any medication for hypothyroidism and depression.
On the other hand, it predicts the use of antibiotics (linezolid,
aztreonam and amikacin), which are commonly used for
ICU patients but they are not related with the associated
diagnosed diseases of the patient. For this specific patient,
DDQN recommends drugs by attaining 25% recall, when we
compare it with the ground truth medicines, which were picked
by the real doctors, as it is shown in the bottom of Table III.

Regarding the rest algorithms, IBCF and UBCF predict
insulin, which mainly is given for diabetes patients. Although,
this was not supported by the associated diagnosis, this patient
suffered from morbid obesity and he was actually treated
with insulin. Surprisingly, IBCF and UBCF suggested heparin
treatment, which is the main anticoagulation treatment of
pulmonary embolism in ICUs, However, heparin is missing
from suggested drugs in the ground truth in the bottom of
Table III.

In conclusion, DDQN seems to predict partially effective
drug combinations for the patient of our case study, but with
the cost of some drug side effects.

V. DISCUSSION AND CONCLUSION

In this paper, we proposed a reinforcement learning algo-
rithm with the goal to provide more accurate, effective and
safe drug recommendations and assist clinical decision making
in critically-ill patients with thrombosis. We also studied the
added value of medications on the prognosis of mortality.

As a future work, we plan to develop models that can pro-
vide also explanations along with the automated algorithmic
drug recommendations.

REFERENCES

[1] A. P. Bradley. The use of the area under the roc curve in the evaluation
of machine learning algorithms. Pattern recognition, 30(7):1145–1159,
1997.

[2] V. Danilatou, D. Antonakaki, C. Tzagkarakis, A. Kanterakis, V. Katos,
and T. Kostoulas. Automated mortality prediction in critically-ill
patients with thrombosis using machine learning. In 2020 IEEE 20th
International Conference on Bioinformatics and Bioengineering (BIBE),
pages 247–254. IEEE, 2020.

[3] A. E. Johnson, T. J. Pollard, L. Shen, L.-w. H. Lehman, M. Feng,
M. Ghassemi, B. Moody, P. Szolovits, L. Anthony Celi, and R. G.
Mark. Mimic-iii, a freely accessible critical care database. Scientific
data, 3(1):1–9, 2016.

[4] R. A. Miller and F. E. Masarie Jr. Quick medical reference (qmr): An
evolving, microcomputer-based diagnostic decision-support program for
general internal medicine. In Proceedings of the Annual Symposium on
Computer Application in Medical Care, page 947. American Medical
Informatics Association, 1989.

[5] R. A. Miller, M. A. McNeil, S. M. Challinor, F. E. Masarie Jr, and J. D.
Myers. The internist-1/quick medical reference project—status report.
Western Journal of Medicine, 145(6):816, 1986.

[6] R. L. Plackett. Karl pearson and the chi-squared test. International
Statistical Review/Revue Internationale de Statistique, pages 59–72,
1983.

[7] B. Sarwar, G. Karypis, J. Konstan, and J. Riedl. Item-based collaborative
filtering recommendation algorithms. In Proceedings of the 10th
International Conference on World Wide Web, WWW ’01, pages 285–
295, New York, NY, USA, 2001. ACM.

[8] J. Shang, C. Xiao, T. Ma, H. Li, and J. Sun. Gamenet: graph augmented
memory networks for recommending medication combination. In Pro-
ceedings of the AAAI Conference on Artificial Intelligence, volume 33,
pages 1126–1133, 2019.

[9] P. Symeonidis. User recommendations based on tensor dimensionality
reduction. In Ifip international conference on artificial intelligence
applications and innovations, pages 331–340. Springer, 2009.

[10] P. Symeonidis, A. Nanopoulos, A. N. Papadopoulos, and Y. Manolopou-
los. Collaborative filtering: Fallacies and insights in measuring similarity.
In B. Berendt, A. Hotho, D. Mladenic, & G. Semeraro (Chairs),
Proceedings of the 17th European Conference on Machine Learning and
10th European Conference on Principles and the Practice of Knowledge
Discovery in Databases Workshop on Web Mining, pages 56–67, 2006.

[11] M. Wang, M. Liu, J. Liu, S. Wang, G. Long, and B. Qian. Safe
medicine recommendation via medical knowledge graph embedding.
arXiv preprint arXiv:1710.05980, 2017.

[12] S. Wang, P. Ren, Z. Chen, Z. Ren, J. Ma, and M. de Rijke. Order-free
medicine combination prediction with graph convolutional reinforce-
ment. In Proceedings of the 28th ACM International Conference on
Information and Knowledge Management, pages 1623–1632, 2019.

[13] D. S. Wishart, Y. D. Feunang, A. C. Guo, E. J. Lo, A. Marcu, J. R.
Grant, T. Sajed, D. Johnson, C. Li, Z. Sayeeda, et al. Drugbank 5.0: a
major update to the drugbank database for 2018. Nucleic acids research,
46(D1):D1074–D1082, 2018.

[14] M. Zitnik, M. Agrawal, and J. Leskovec. Modeling polypharmacy side
effects with graph convolutional networks. Bioinformatics, 34(13):i457–
i466, 2018.

For this specific patient, 
DDQN recommends drugs 
by attaining 25% recall, 
when we compare it with 
the ground truth medicines



Sensitivity analysis of RL methods

z parameter controls the magnitude of the reward

β parameter controls the exploitation vs. exploration of A2C



Comparison with other state-of-the-art methods

• Effectiveness:
Provide
Accurate
Medicine
Combinations

• Safety: Reduce
the unwanted
drug side effects
for less toxicity

• Effectiveness:
Provide
Accurate
Medicine
Combinations

• Faster Recovery:
increase the
synergistic action of
drugs to get a higher
share of inhibited
cancer cells



Contribution
• Reinforcement learning algorithms can provide 

accurate drug recommendations. 

• We used synergistic DDIs for faster healing.

• We used adversarial DDIs to minimize the toxicity in the 
patients' treatment and suggest safer drug combinations.

• As future work, we want to  define different levels of 
unwanted drug side effects and re-train our algorithms.



Published work

1. Safe, effective and explainable drug recommendation based on medical data integration
(Symeonidis et al., UMUAI journal, 2022)

2. Treatment Recommendations for COVID-19 Patients along with Robust Explanations
(Symeonidis et al., IEEE CBMS 2021)

3. Recommending what drug to prescribe next for accurate and explainable medical decisions
(Symeonidis et al., IEEE CBMS 2021)

Graph-based Methods for 
Personalized Health 

https://scholar.google.gr/citations?view_op=view_citation&hl=en&user=ppnPt2MAAAAJ&sortby=pubdate&citation_for_view=ppnPt2MAAAAJ:pe4chHNxNLUC
https://scholar.google.gr/citations?view_op=view_citation&hl=en&user=ppnPt2MAAAAJ&sortby=pubdate&citation_for_view=ppnPt2MAAAAJ:OqYjx1B7R3oC
https://scholar.google.gr/citations?view_op=view_citation&hl=en&user=ppnPt2MAAAAJ&sortby=pubdate&citation_for_view=ppnPt2MAAAAJ:ZYLUaBFA95QC


Problem Definition
• Can we integrate heterogeneous medical data 

and represent the patient’s clinical status with a 
Knowledge Graph?

• How can we extract frequent patterns and infer 
relevance among the participating entities of a 
knowledge graph in Health?

• How can we support Medical Doctors with 
recommendation of drugs to be prescribed to 
patients and explain our recommendations?

null

AB AC AD AE BC BD BE CD CE DE

A B C D E

ABC ABD ABE ACD ACE ADE BCD BCE BDE CDE

ABCD ABCE ABDE ACDE BCDE

ABCDE



Knowledge Graph for Medical Data (RDF triples)

Participating 
entities

1. Patient
2. Drug
3. Disease 
4. Procedure
5. Side Effect 

Patients take Drugs to cure Diseases, but may also have side Effects. 



Similarity Search and Relevance in Graphs
• Different graph-based algorithms (SimRank, RWR, etc.) can be used to 

infer Drug-Drug Similarity Network.



Meta Path Semantic Meaning
PTDTP Patients who took the same drugs
DTD Drugs which are prescribed in the 

same treatment

Meta Path-based Similarity

•A meta path is a sequence of 
relations between different 
node types in a graph, which 
carries a specific semantic 
meaning



Related Work
• Sun, Y., et al. Pathsim: Meta path-based top-k similarity 

search in heterogeneous information networks. (VLDB 2011)
• Contribution: Defined meta paths on unweighted graphs 

• Shi, Chuan, et al. Semantic path based personalized 
recommendation on weighted heterogeneous information 
networks. (CIKM 2015)

• Contribution: Defined meta paths on weighted graphs

• Shi, Chuan, et al. SemRec: a personalized semantic
recommendation method based on weighted heterogeneous
information networks (WWW journal 2019). 

• Contribution: Combines multiple meta paths to infer similarity



The PathSim Similarity Measure

• The intuition behind it is that two similar peer objects should not only be 
strongly connected, but also share comparable visibility.



Our proposed meta path-based Explanations

Which drug should we 
recommend for patient 2?



Experimental results in terms of Precision and DDI rate



Experimental results in terms of Explainability



Contributions

• We extract frequent patterns from a knowledge 
graph (KG) for Health

• We use PathSim to infer similarities among entities 
of the KG

• We explain adequately our drug recommendations 
based on meta paths



Download our demo notebook jupyter from 
https://github.com/hericonejito/health_recommendations

Meta path-based Drug Recommendations along with explanations

https://github.com/hericonejito/health_recommendations


Our online system provides 
drug and treatment 

recommendations along 
with explanations for Covid 

Patients can be found:

http://drugrec.inf.unibz.it

Check our DrugRec service for COVID patients

http://drugrec.inf.unibz.it/


Ongoing research: Alerting 
medical doctors over critical lab 
test measurements of patients 



Parameters' Selection Lists of our Application



Patient's Info

Diseases



Glucose measurements

Target Patient
Patients in 5 years range
Population

Alerting doctors



Insulin doses 



Another Example : Patient 83607   
Diagnoses

Target Patient

Population
Patients in 5 years range



Example Patient: 83607

Target Patient

Population
Patients in 5 years range



Ongoing work: Predicting Optimal Dosing of a Drug



Challenge for patients with diabetes
What is the optimal dosing of Insulin so that a 
diabetes patient does not have high glucose?

Insulin 5 units Insulin 10 units Ιnsulin 15 units Insulin 20 units Insulin 25 units
Patient 1 350 glucose 180 glucose 91 glucose

(True)
60 glucose 0

Patient 2 150 glucose 100 glucose
(True)

80 glucose 0 0

Patient 3 450 glucose 0 200 glucose 120 glucose 95 glucose
(True)

Patient 4 0 120 glucose 97 glucose
(true)

80 glucose 0

Patient 5 250 glucose 160 glucose 0 92 glucose (True) 0

This is a matrix completion problem!!!! 



Matrix Factorization: Toy Example 1/2

.𝒓𝟏,𝟏 .𝒓𝟏,𝟐 .𝒓𝟏,𝟑 .𝒓𝟏,𝟒 .𝒓𝟏,𝟓

.𝒓𝟐,𝟏 .𝒓𝟐,𝟐 .𝒓𝟐,𝟑 .𝒓𝟐,𝟒 .𝒓𝟐,𝟓

.𝒓𝟑,𝟏 .𝒓𝟑,𝟐 .𝒓𝟑,𝟑 .𝒓𝟑,𝟒 .𝒓𝟑,𝟓

p1,1 p1,2

p2,1 p2,2

p3,1 p3,2

q1,1 q1,2 q1,3 q1,4 q1,5

q2,1 q2,2 q2,3 q2,4 q2,5

F𝒓𝟐,𝟑 = p2,1 * q1,3 + p2,2 * q2,3  

Patient-Insulin matrix
with glucose values

2-d patient factors 2-d insulin factors

(Glucose prediction for Patient 2 on Insulin dose 15)

Patient 1

Patient 2

Patient 3

In
su

lin
e 

5

In
su

lin
e 

10

In
su

lin
e 

15

In
su

lin
e 

20

In
su

lin
e 

25



Toy Example 2/2

.𝒓𝟏,𝟏 .𝒓𝟏,𝟐 .𝒓𝟏,𝟑 .𝒓𝟏,𝟒 .𝒓𝟏,𝟓

.𝒓𝟐,𝟏 .𝒓𝟐,𝟐 .𝒓𝟐,𝟑 .𝒓𝟐,𝟒 .𝒓𝟐,𝟓

.𝒓𝟑,𝟏 .𝒓𝟑,𝟐 .𝒓𝟑,𝟑 .𝒓𝟑,𝟒 .𝒓𝟑,𝟓

0,2 0,8

0,3 0,6

0,1 0,7

0,9 0,7 0,5 0,1 0,2

0,9 0,3 0,9 0,9 0,1

F𝒓𝟐,𝟑 = 0,3 x 5 + 0,6 x 9 = 0,69

F𝒓𝟐,𝟒= 0,3 x 0,1 + 0,6 x 0,9 = 0,57

Patient-Insulin matrix
with glucose values

2-d patient factors 2-d insulin factors

Patient 2 should take insulin dose 15 
instead of insulin dose 20. 

In
su

lin
e 

5

In
su

lin
e 

10

In
su

lin
e 

15

In
su

lin
e 

20

In
su

lin
e 

25

Patient 1

Patient 2

Patient 3



Other possible research directions (1/2)
• Recommendations for the Physical Activity of patients through wearables
and biosensors



Other possible research directions (2/2)

• Recommendations for the
Food Choices of patients
• (i.e., calories per meal and

diet pattern)

• Incorporate environmental
exposure (sun, humidity, etc.)
into the training model of the
recommender agent



Demonstration of an app to support
medical doctors in alerting them over
critical lab test measurements (Demo 1)



Proof of concept for 
optimal dosing of a drug 

(demo 2)



Presenter: Panagiotis Symeonidis

Assοciate Professor 
http://panagiotissymeonidis.com
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Explaining Drug Recommendations with Deep Learning
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